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Section 1: Introduction 
These notes are intended as an introduction to the use of the remote sensing technique, lidar (Light 
Detection and Ranging), for measuring and monitoring vegetation, complementing what is taught in 
the Airborne Laser Scanning MSc-level module. It is assumed that you cover other applications of 
airborne laser scanning elsewhere in the course; for further more detailed information on laser 
scanning, the paper by Baltsavias (1999) is a good starting point. 

The notes review first the basic principles of lidar, the different types of instrument that are in use, 
as well as some discussion about less prevalent or yet-to-be instrumented technologies. The next 
section details some of the options and issues that should be considered when designing or choosing 
a lidar instrument to use for the measurement of vegetation. Following on from the design 
considerations, some of the issues and limitations that might be encountered when processing lidar 
data with the aim of extracting meaningful information are discussed. This is then followed by some 
examples of the instruments currently available and in use, where data is available from and who 
collects it, and how we might approach the simulation of lidar data. Finally, a number of the ways in 
which practically useful forest characteristics can be extracted from lidar data are described, along 
with some different approaches that can be used to describe forest canopies.  

 

Section 2: Lidar Basics 
The fundamental concept that underlies lidar measurements is that of emitting a pulse of 
electromagnetic radiation of optical wavelength towards a target, and measuring the amount of 
time that elapses before its backscatter is detected (t). From the time, t, and an assumed knowledge 
of the speed of light, c (299.79 x106 m/s)1

t=2d/c   [1] 

, the distance between the instrument and the source of 
the backscatter, d, can be determined through the simple relationship: 

assuming that the emitter and detector are located in the same location. Where the detector is 
directed toward a vegetation canopy from above, pulses may be incident upon the canopy, the 
ground, as well as other intermediate levels in the forest such as the understorey. If we have returns 
from both the canopy and the ground then with some basic assumptions, it is possible to determine 
the height of the vegetation canopy, h, through the difference in travel time between the two 
returns: 

h = (t1 – t2)c/2   [2]. 

This is one of the most simple and direct ways in which lidar data are used to measure and quantify 
forest structure. The height of the tree is an important measurement for a variety of different 
applications as it is strongly related to the stem-width which is an important indicator of timber 

                                                            
Cover image from: http://www.bu.edu/tech/research/visualization/about/gallery/lidar/ 
1 The speed of light changes pending on the media it travels through, and hence atmospheric constitution 
influences the travel time. 
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volume. More applications will be discussed throughout this document, and are given specific space 
in Section 6. 

As hinted at above, there are two principle sources of information that are normally provided in 
some form by lidar instruments the target’s: range and level of returned energy. While the meaning 
of ‘the range to the target’ is easily understood, the meaning of ‘returned energy’ and how it can be 
used as a source of information is a little more involved. The returned energy describes how much 
energy is scattered by the target back towards the sensor and is closely related to how much energy 
the emitted pulse had as well as the radiometric and spatial characteristics of the target itself. The 
returned energy (often termed the return intensity) is used to help distinguish between the target-
signals - backscatter from the target(s) - and signal-noise - spurious atmospheric or instrument 
effects manifest in the measurement of no interest to the signal-interpreter - by the signal-
interpreter (which can be the instrument itself or a human user analysing the signal). 

A diagram of the basic principle of lidar is given in Figure 1. From the figure, it is easy to see that 
there is a correlation between the material in the path of the pulse and features of the waveform.  
Figure 2 illustrates the energy distribution of a typical lidar pulse. The fact that the energy intensity 
varies with position complicates our interpretation of the waveform, as well as our definition of 
what we mean by the ‘spot-size’, particularly for large footprint sizes.. In addition to the properties 
of the pulse itself, the geometric and radiometric properties of the target will affect the intensity of 
returned energy that is recorded, and it is delineating these various effects that form the core goal 
of the data-interpreter. 

 

Figure 1 Time-resolved backscatter intensity response of a lidar pulse (shown at the top of the profile on the left) to a 
fraction of a tree illuminated by the pulse, described by the conical-shaded area in the figure. Adapted from Lim et al 

(2003). 



 

Figure 2 Perspective view of laser pulse energy distribution for the SLICER lidar instrument. The diameter of the 
footprint is defined where the energy drops to a fixed percentage of the maximum. Adapted from Harding et al (2001). 

There are two principle types of lidar instrument: 

• Discrete-return 

• Waveform 

and one of the major differences between the two is a difference in how the return energy is treated 
and recorded. The two types will be discussed and described in detail in Section 3. 

 

Section 3: Types of Lidar 
As discussed in Section 2, there are a number of different ways in which the lidar signal can be 
reported by the instrument, and where the differences are significant enough they can be used to 
define different ‘types’ of lidar instrument. The differences may lie in the different aspects of the 
measurement that are recorded (e.g. range, time-resolved energy), or in the varying levels of pre-
processing that data undergo prior to being accessible to the user.  

In spite of these differences however, all forms of lidar will record, to some extent, a measure of 
intensity and a measure of travel-time. In the case of a basic discrete-return system, the measure of 
intensity may be a binary measure (i.e. no return or a return), but even in that case knowledge of 
how intensity is assessed can be important in determining and understanding the target’s properties 
from the data, as well as assessing the sensitivity of the instrument to those properties.  

Section 3.1: Discrete-Return Lidar 
Discrete-return lidar data are one of the most intuitive forms of lidar data available. They contain 
sets, or clouds of ‘points’ with each point having a 3D co-ordinate describing its spatial relationship 
with the sensor (or some other co-ordinate reference system). Figure 3 shows examples of discrete-
return lidar point-clouds.  

Each point will generally, though not always, relate to the surface of some physical object that 
obstructs the path of the laser pulse (e.g. a leaf or a stem). From the distribution of these points and 
their density, we can draw assumptions about the distribution of the structures (e.g. trees) in the 
medium being surveyed.  



Each point within the point cloud is essentially derived from an intensity time-series such as that 
shown in Figure 1. In order to reduce data-handling and post-processing requirements, the time-
series is condensed by reducing the series into discrete-returns, or points, each of which only needs 
a time stamp to pass as a measurement. The condensation, or discretization, of the time-series itself 
is reliant upon the assumptions that the measurements on the time-series are the manifestation of 
the interaction of the lidar pulse with a finite number of discrete (i.e. separable) scattering elements, 
with predictable scattering properties, at different distances from the sensor. 

 

 

Figure 3 Two example lidar point clouds obtained from different perspectives, using an ILRIS-3D instrument. The 
numbers in the figures describe the number of points in each cloud. Adapted from Moorthy et al (2010). 

The methods (variously termed pulse detection, triggering mechanisms or feature extraction 
algorithms) that are used within the lidar instrument to process a full waveform (analogue) intensity 
signal into a discrete set of points are closely guarded commercial secrets of the various instrument 
manufacturers, though are thought to include deconvolution (i.e. disentangling the time series using 
an expected response) and thresholding (where any return with an intensity above a fixed value or 
threshold is assumed to be a return). There are issues with all of these methods, and a review of 
some of the triggering mechanisms that are or could be used is given by Jutzi and Stilla (2005), 
attempts to quantify the impact of these methods in the context of vegetation monitoring have 
been made by Wagner et al (2004) and Disney et al (2010). Figure 4 illustrates how some of the most 
common methods extract features and Figure 5 illustrates the impact of some of these methods on 
range determination. 



 

Figure 4 Illustration of a selection of algorithms for feature extraction: a) peak detection, b) leading-edge detection, c) 
constant fraction detection, d) centre of gravity detection. From Jutzi and Stilla (2005). 

 

Figure 5 Top plot shows effective backscattering cross-section of various components sensed by a pulse, while the lower 
plot illustrates the locations of range estimates and detections for a simulated discrete-return device using various 

triggering mechanisms. From Wagner et al (2004). 

The effect of triggering measurements is of particular importance in the application of lidar 
instruments to vegetation because the majority of discrete-return instruments are designed to 
record man-made structures, where target surfaces (e.g. walls) are generally ‘hard’ – i.e. larger than 
the spot size, continuous and opaque - and not ‘soft’ targets such as those found in tree crowns -  i.e. 
collections of many small scattering elements, each of which is generally smaller than the pulse’s 
wavefront, highly heterogeneous in character (reflectivity, spatial orientation), and distributed 
across the wavefront. This fundamental difference in the character of the targets means that the 
returns should be treated with different triggering mechanisms, this however is often not the case 
and can introduce inaccuracies in datasets when we don’t know the mechanism that is in use. Figure 
6 illustrates some of the impacts that the target’s spatial properties have on the shape of the 
returned waveform, and thereby the reliability of any given triggering mechanism and the accuracy 
of the associated range information.  



 

Figure 6 Examples of the specific targets on the return waveforms. a) Return waveforms for eight different targets with 
decreasing slopes. b) Waveform behaviour for different targets with a given emitted pulse. From Mallet and Bretar 

(2009). 

Most commercial discrete instruments only have the facility to report a limited number of time-
stamped returns. Some will report only the first return, some may record both the first and last 
returns, while others can report up to many more. Where first and last returns are reported in a 
vegetation context, it is frequently assumed that the first return originates from the top of the 
canopy, while the last return is from the ground surface. These pulses can thereby be used to assess 
canopy height using a relatively ‘quick and dirty’ methodology. Instruments that report only first 
returns can still be used to assess canopy height though this is less reliable as the pulse may only 
rarely be returned from the ground if the canopy is dense, and the two heights (i.e. canopy and 
ground) will not relate to the same plan location. 

Section 3.2: Waveform Lidar 
Waveform lidar (frequently described as full-waveform) data are those where in-instrument 
processing of the intensity data is minimised, with the recorded measurement being a ‘binned’ and 
digitised version of the real intensity return detected by the sensor. Waveform instruments record 
the intensity of the response at a certain sampling rate (this sampling rate and the non-linearity of 
the detector’s response to intensity mean that the measurement is never going to be the full-
waveform), while performing minimal pulse-detection methods. The lack of assumptions inherent in 
waveform data are useful where the impact of the triggering mechanisms (Section 3.1) are likely to 
strongly affect the accuracy of the return, and where our interest is not only in identifying where 
there is a surface, but also what the surface itself is and what its properties are. This has applications 
if we are trying to distinguish tree branches from leaves – an important distinction to make if we are 
looking at the prevalence of photosynthesising organs for example.  

Figure 7 illustrates a single line of waveform data from one particular waveform instrument, the 
Scanning Lidar Imager of Canopies by Echo Recovery (SLICER). The colours in the image represent 
the density of material (i.e. scattering elements) in the sensed medium, which is closely related to 
the raw intensity of the return that is recorded. 



 

Figure 7 SLICER transects. From Lefsky et al (2002). 

While the waveform return may be a more useful tool in the remote sensing of vegetation than 
discrete-return data, it does have some drawbacks: 

• Waveform data require greater data-storage and processing capacities than conventional 
discrete-return lidar (which are themselves frequently composed of millions of points each 
with several attributes and so daunting from a practical point of view).  

• Waveform data push our capacity to interpret and use them. While discrete-return data sets 
often reflect the view of the world that we, as human image interpreters, are accustomed to 
(Figure 3) and are able to ‘absorb’ and analyse intuitively, waveform data are intrinsically 
four dimensional (they have position and intensity) which therefore require either (and 
frequently both) imaginative ways of visualising the data or highly tuned computer-based 
algorithms that compress the data into forms that can be understood and explored 
operationally by the human mind.  

Section 3.3: Other Forms of Lidar Information 
There are a variety of characteristics that can be recorded when a pulse of electromagnetic energy is 
being sensed. Most lidar instruments rely upon intensity solely for all of the information they report, 
with a spectrum of different ‘levels’ of time-resolved intensity information being reported: some 
instruments report only the range to the first pulse response without any associated information, 
some report more than one return, often including an indication of the intensity of the return, and 
then there are waveform systems with increasing sampling rates and dynamic range.  



Another aspect of electromagnetic pulse energy that could be recorded is the polarisation of the 
return, as was demonstrated by Tan & Narayanan (2004) in the use of the Multi-wavelength 
Airborne Polarimetric Lidar (MAPL) experimental instrument. This has not been studied to any great 
degree due in part to the low signal to noise ratios that are encountered in polarised radiation as 
well as the difficulty in calibrating the intensity information between differently polarised signals.  

Additional improvements and advancements of the technological boundaries of lidar that have yet 
to be explored (Koch, 2010) include the potential for multi-spectral waveform instruments (Gaulton 
et al, 2010), imaging (or flash) lidar whose operation resembles that of a conventional flash camera 
with the capacity for direct range-resolution, UV lidar, and Synthetic Aperture Lidar (SAL) which is 
currently being investigated by NASA and the Defense Advances Research Agency (DARPA).  

Section 4: Lidar Issues 
In this section various problems, constraints and other issues that need to be considered when using 
lidar data in a vegetation context will be discussed. The various issues are separated into two 
aspects: instrument design considerations, and data processing and information extraction issues. 

Section 4.1: Instrument Design Considerations 
Some of the typical characteristics of lidar instruments that are specified on product pages are: 

• Wavelength 

• Beam divergence 

• Laser power 

• Pulse Repetition Frequency (PRF) 

• Pulse length 

• Range measuring principle 

• Scanning mechanism & pattern 

• Field of view of sensor 

• Initial beam width 

• Instrument type 

. In this section we discuss some of the aspects that we can control and/or need to take into account 
when designing or choosing lidar instruments for the study of vegetated environs, and how 
knowledge of the instrument specifications can be used to inform our choices. 

Section 4.1.1: Pulse Considerations 
Wavelength: the wavelength of the EM radiation emitted by the instrument will have importance 
because of a number of influences that it has over: the intensity of the returned energy due to the 
reflectance of the target (see Figure 8); how sensitive it is to atmospheric effects (see Figure 9); 
where the instrument can be used (i.e. if it is eye-safe); and the power requirements for such a 
wavelength.  



 

Figure 8 Single scattering albedo for leaves of different compositions. From Lewis and Disney (2007). 

 

Figure 9 Atmospheric transmission2

In general, lidar instruments use wavelengths of 1064nm or 1550nm due to the facts that the 
wavelengths: transmit through the atmosphere, are eye-safe, and exploit  the fact that leaves 
typically have very high reflectivity in them which makes it likely that signal to noise ratios will be 
high. 

. 

As was mentioned in Section 3.3, some instruments are being developed with dual-wavelength 
capacity, in the hope that they will help to differentiate components of the canopy through 
differences in their spectral properties. Multiple wavelengths have been used for many years for 
bathymetric applications (Koch, 2010) however the wavelengths typically used for these applications 
are not well-suited to vegetation, and the instruments only have discrete-return capacities.  

                                                            
2http://chunjiao.astro.ncu.edu.tw/~daisuke/ja/Research/Astronomy/Observation/NearInfrared/AtmosphericT
ransmission/AtmosphericTransmission_1to6.png 
 



Pulse Length: the length of time that the laser pulse lasts can have a direct impact upon the 
resolvability of adjacent features in the recorded waveform. The pulse length defines a range of 
ranges that the pulse encounters simultaneously on its path, any of which may contain scattering 
elements whose return intensities will be superimposed upon one another. An example of this can 
be seen in Figure 5. If the two superimposed signals have significantly different waveforms, then it 
may be possible to separate the returns using assumptions about the waveforms, however in some 
cases it will not be possible to disentangle the waveforms from one another, meaning that the 
resolvability has been lost. Essentially, the nature of an increased pulse length is to smooth the 
signal returned, and increase the ambiguity in the location and reduce the number of distinct return 
pulses detectable. 

Pulse Shape: one method of improving the resolvability of a lidar signal is to control the time-
resolved shape of the outgoing pulse, with the aim of making  the deconvolution of reflections from 
separate scattering elements more reliable – each returned waveform will be some convolution of 
the outgoing pulse with the surface properties of the scattering element as illustrated in Figure 10. 
The shape of the pulse is generally some sort of Gaussian distribution, which are used because they 
have well known properties, are easy to generate, and have distinctive range-differentiated shapes. 
If a longer pulse is used, then the response of the target will be smoothed which introduces 
ambiguity because returning signals will overlap, the smoother nature of the response does however 
mean that noise is less of a distraction in interpreting the waveform.  

Pulse Energy & Distribution: the energy of the pulse will control the measurement’s signal to noise 
ratio, with a higher energy being required in areas with lower reflectance or that are farther away. In 
some circumstances, such as where it is attempted to retrieve apparent reflectance (Lovell et al, in 
press), it is desirous to record the outgoing pulse’s energy.  

The energy of a pulse is distributed non-uniformly across its cross-section (or ‘wavefront’) as can be 
seen in Figure 2. In general, the intensity of the pulse at the centre of the wavefront will be 
significantly higher than that at the edge of the pulse. The non-uniformity can introduce challenges 
when trying to unravel responses, since the signal to noise ratio (SNR) of any feature that lies on the 
central path of the pulse will be higher than corresponding features located on the outer-edge of the 
pulse, meaning that the outer-features may be more difficult to distinguish from noise than the 
more central features. This is of particular relevance for airborne lidar surveys, where high trees on 
the outer edge of the lidar pulse may not be detected, though in this case the survey characteristics 
may be controlled in such a way as to minimise this issue. 

 



 

Figure 10 Interaction of lidar signal with canopies of different geometries. From Disney et al (2010). 

Pulse Divergence:  the pulses of energy emitted by a lidar instrument spread (or diverge) with 
distance, and this rate of spread can be termed the pulse’s divergence rate. Typically a few 
milliradians for discrete-return instruments, this has an influence on how large the pulse’s ‘footprint’ 
– the projection of the pulse onto the sensed surface – is at a particular range, which changes the 
energy density of the wavefront, and thereby the signal to noise ratio for targets further away will 
tend to be lower than that of objects closer to the instrument, a factor that it would be prudent to 
incorporate where producing estimates of the required laser power.  

Locating pulses: of paramount importance in designing a lidar survey is that we know where each 
pulse has travelled. In order to do this, it is necessary to accurately measure the location of the 
sensor and its attitude (i.e. angle) at the time that the pulse is emitted. For stationary systems, 
location relies chiefly on Global Positioning Systems (GPS) for the location of the sensor, but for 
moving systems, an Inertial Navigation System (INS) is also required to keep track of the attitude of 
the sensor with respect to the pulse location.  

For surveys where multiple-point clouds are being tied together, it is a good idea to have several 
points of reference that are visible in multiple point-clouds that can be used to co-register the point 
clouds and/or assess the accuracy of alternative methods of co-registration. 

Section 4.1.2: Survey Considerations 
Altitude/Range: the distance of the target object from the sensor (if the system characteristics are 
kept constant) will affect the footprint of the laser pulse, the strength of the returned signal, the 
spatial extent and sampling density of the survey, and the geometric relationship of the material in 
the canopy to the viewing position (i.e. angular and resolution effects). The increase in footprint size, 
and the reduction in the signal strength will affect the fine detail in the observations that can be 



made. Reduced sampling density will reduce the reliability of extracted parameters, such as trunk-
identification (Levell et al, in press) for objects at larger distances from the sensor, as will the 
reductions in the SNR of the received signals. The spatial coverage of the survey will be increased 
(for a fixed scan-sweep) facilitating wider-ranging assessments of characteristics, although small 
wavelength features of the characteristics may be missed due to the reduction in sampling density 
(Goodwin et al, 2006).  

Various studies have been done in trying to assess the impact of altitude on the extraction of forest 
parameters, although as Disney et al (2010) identify, the separability of the impacts of changing 
altitude from those of correlated changes in the other characteristics of the survey (such as footprint 
size and spot-spacing) restrict our capacity to investigate each factor individually. There is therefore 
a challenge in separating the direct effects of the various system characteristics on the signal 
received, and their effects on other system characteristics.  

Scanning Mechanism and Angle: lidar sensors tend to use scanning mechanisms to produce across-
track sampling in order to improve coverage, and this can introduce problems in both the reliability 
of the system and the geometrical relationship between the sensed ground and the sensed 
vegetation (as shown in Figure 11). What is meant by ‘the reliability of the system’ is that scanning 
mechanisms are prone to having non-linear rotation speeds, as is the case with the oscillating 
mirrors that are generally used for airborne lidar surveys, which are difficult to model, and this 
presents problems in accurately locating the pulses. The scan angle must be corrected for when 
attempting to estimate vertical heights from non-vertical profiles, and this can be done (assuming 
sufficient knowledge of the geometry) using simple trigonometric relationships that are described in 
Figure 11.  

 

Figure 11 Scan angle effects on tree-height measurements. From Kalogirou (2006) 

The scanning pattern can also be an issue, particularly in locations where there are prominent 
patterns in the distribution of the vegetation (as is the case in plantations), as poorly chosen 
systematic sampling strategies can lead to  aliased characterisations of the location, which are 
undetectable without the addition of other sources of knowledge about the terrain’s characteristics.  

An additional impact of the scan angle is that the footprint size of pulses that are at oblique angles 
to the sensed surface will be larger than those that are near-perpendicular to it, also the 
instrument’s perception of the canopy’s structural properties will vary significantly depending upon 
the angle of view. Disney et al (2010) investigated this effect for different types and densities of 
canopy, and showed that the retrieved canopy height increases with scan angle and the proportion 
of ground returns decreases (due to increased path lengths in the canopy). 



Pulse Repetition Frequency:  the pulse repetition frequency (PRF) reflects the number of times per 
second that a pulse is generated and emitted by the instrument; the higher the PRF for a fixed scan 
rate (i.e. how quickly the scanner moves over the surface), the higher the sampling density of the 
data. Modern instruments such as the Faro Photo120 are capable of PRFs of greater than 976,000 
points/sec, such extreme rates create vast amounts of data which can be problematic from a data-
handling and instrumentation perspectives. An illustrative example of the relationship between 
sampling and range is shown in Figure 12. 

 

Figure 12 A 10cm thick horizontal slice of Echidna data at a height of 2m, with equal-angle azimuthal sampling on the x 
axis and the range from the scanner on the y axis. Lovell et al (in press) 

Field Of View: the field of view of the detector controls the range of angles in which returns will be 
detected. When a pulse encounters a target, its energy will be scattered in all directions, this means 
that the energy returned to the sensor can be dramatically reduced, reducing the signal to noise 
ratio. In order to account for this process, as well as the beam’s original divergence, we attempt to 
‘collect’ energy from a wide field of view. The drawback of a wider field of view is that the 
proportion of the signal that is from multiple-scattering (discussed in Section 4.2) grows higher and 
the single-scattering signal becomes harder to extract.Scan Position(s): one of the major problems in 
laser scanning is that in order to be sensed, the target must be in the line of sight of the sensor. This 
presents a problem in canopies with high Leaf Area Indices (LAI), and/or forests with high stem 
densities, as a lot of forest material is likely to be obscured by objects that are closer to the sensor. 
For this reason it can be desirable to measure the same locations from a variety of viewpoints, 
though this dramatically increase the amount of data generated in a survey, as well as the level of 
data-redundancy. Additionally the time that the survey takes to complete increases, and the point 
clouds must be registered, which can be an involved error-prone process without distinctive features 
of interest or GPS data being available. Statistical approaches have been taken to reduce the issue of 
obfuscation, and are discussed further in Section 4.2.  



In addition to the number of scan positions that are used, the position of any one scan relative to the 
target object(s) will affect the results of the survey, and the optimal position will depend upon the 
desired output of the survey. This was shown by Moorthy et al (2010) when they used the same 
scanner to survey a tree from horizontal and nadir perspectives, and investigated the effect of the 
scan position on the retrieved parameters, some of these results are shown in Figure 13. 

 

Figure 13 Retrieved single-tree parameters from orthogonal perspectives, demonstrating the effect that perspective has 
on retrieved parameter values. From Moorthy et al (2010) 

Pulse Location Accuracy: the geographic registration of lidar points using GPS and INS is not very 
accurate (with typical values for airborne surveys being around 5m) due in most part to the 
complicated motions of the sensors and difficulties in tracking pulse angle effectively. Registration 
errors are important where either single trees are being surveyed and located, or where validation 
between the lidar data and ground-based measurements is taking place. 

Section 4.1.3: Data-Recording Considerations 
Range Determination: one of the most critical aspects of lidar instruments is their ability to keep 
track of time accurately (and synchronized between emitter and detector electronics). There are two 
mechanisms by which laser scanners can determine the range of a pulse: phase-shift and basic time-
measurement using a system clock. Phase-shift systems modulate the power of the laser with a 
sinusoidal signal, and when returns are recorded, the difference in phase of the return and the 
original signal can be used to more accurately determine a ‘sub-range’ that must then be 
incorporated into the conventional clock-measurements since there are potential ambiguities in the 
measurements related to the wavelength of the modulation signal.  

Signal Sampling: signal sampling takes two forms – amplitude quantisation and time-bin size. 
Amplitude quantisation relates to the dynamic range of intensity measurements, and results from 
the need to represent the signal’s intensity with a limited number of digits. In general, amplitude 
quantisation is implemented through an assessment of the range of signals that are likely to be 
useful to the user, and the distribution of sensitivity within that range.  

The rate that intensity-sampling of the signal is done will control the accuracy with which the signals 
can be reconstructed. Generally this sampling is done in a regular manner (e.g. one sample every 2 
nanoseconds – a bin-size of 2ns) with each sample being a count of the amount of energy received in 
its time window (bin). Larger bin-sizes will contain more energy and require less data-storage, but 



have limited resolution e.g. for a bin-size of 2ns, any photon in that bin could have been received at 
any time in those 2ns, reflecting a range ambiguity of approximately 60cm. If the waveform’s shape 
is of importance, then this too can be affected by the sampling approach, in that the sampling 
frequency controls the highest frequencies that can be represented by the samples; when higher 
frequencies are recorded, their true nature is missed, and they are assigned to lower frequency 
forms – a phenomenon termed ‘aliasing’, the principle of which is shown in Figure 14. To avoid this, 
systems must be designed with reference to the maximum likely frequencies that will be of interest 
in the waveforms (the required sampling frequency is double this and is termed the Nyquist 
frequency).  

 

Figure 14 Illustration of signal aliasing3

Triggering Mechanism: the influence of triggering mechanisms are discussed in Section 3.1. 

. 

Section 4.2: Extraction Issues 
Thought goes into the design of the survey in order to try to reduce the complications and problems 
that occur in the information extraction phase of the survey – i.e. using the data that have been 
collected. The following section describes some of the information extraction issues that can be 
encountered in the data-processing stage of a lidar survey, focussing on problems that result from 
the nature of the problem itself, rather than those considerations that we can control or minimise 
through intelligent system design. 

Effect of slope: where the target is situated on sloping ground and the footprint size is sufficiently 
large, signals from both vegetation and the ground surface will overlap in the recorded signal, each 
signal modulating the signal from the other in an unknown fashion. An illustrative diagram of this 
issue for large footprints is given in Figure 15. In general this problem affects waveform instruments 
more than discrete-return instruments as waveform instruments tend to require larger footprints. 
One approach that can be used to reduce the effect of slope is to use an instrument design that is 
sensitive to the differences in the characteristics of ground and vegetation, such as multi-wavelength 
instruments. Alternatively the ground signal can be removed if we have some way of predicting its 

                                                            
3 http://www.cbi.dongnocchi.it/glossary/Aliasing.html 
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influence in the form of a pre-existing Digital Terrain Model (DTM) and a good model of how our 
instrument would interact with that.  

 

Figure 15 Slope effect on a large footprint lidar signal. 

For small-footprint sensors, a large slope can confuse our ability to determine the origin of a 
particular return, as can be seen in Figure 16 where pulses from two different locations are from 
different scene components although the range to both locations is the same. This can present a 
difficulty for the user, especially as many forests are located in mountainous areas. A number of 
approaches exist that attempt to mitigate this problem through the determination of a reference 
DTM that can be used to remove the bias that accompanies unknown slopes. Often this DTM can be 
derived from the lidar data itself, though if the forest is too thick, or there are significant amounts of 
understory vegetation, there may not be a sufficient number of returns from the ground to reliably 
recreate the surface of the ground. 

 

Figure 16 Slope effect on a small-footprint lidar signal 

Pulse classification: lidar surveys produce returns from many different scene constituents – e.g. tree 
crowns, branches, understory vegetation, and the ground. In general, we are interested in only one 
or two of these constituents, and for that reason it is necessary to filter out (or at least separate) 
returns from the other components of the scene. It is often assumed that the last return comes from 
the ground, while the first return is likely to have come from the top of the canopy, allowing 



classification to be carried out based upon range from the sensor (or scan angle and range for 
terrestrial systems). A number of issues exist with this approach:  

(1) The ground may be obscured and hence not produce any returns 
(2) Without knowing the slope of the surrounding ground, the origins of returns can be 

ambiguous (see discussion above) 
(3) Samples of the ground may be too sparse to accurately reconstruct a plausible model of the 

ground’s undulations, particularly for closed canopies. 
(4) Multiple-scattering and pulse-generation issues can produce returns that arrive after the 

first order responses from the ground, meaning that the assumption that the last pulse 
comes from the ground could be incorrect. 

Alternatives to solely range-based classification include: local minima filtering (the lowest return 
over a window of the surface can be used as the height for that window (Kalougirou, 2006) – Figure 
17; intensity-based clustering classification (e.g. Morsdorf et al, 2010; – see Figure 18); and spectral 
information may be used, where available, as might auxillary data collected simultaneously (e.g. 
high-resolution imagery). 

 

Figure 17 Local minima filtering. From Kalogirou (2006). 

Similar difficulties are encountered when attempting to classify returns from the ‘top of the canopy’; 
Figure 19 illustrates that in discrete-return surveys, we do not know the origin of a particular return 
in relation to the highest return possible for that given tree. In waveform surveys, we typically will 
receive a return from the highest point on a tree, but may not be able to discern it from noise (this 
tends to be more of an issue for coniferous stands than for broad-leaf stands due to the differences 
in their vertical structure. In order to reduce the impact of this issue, the surveyor may well redefine 
what is meant by the ‘height’ of a tree or canopy, and consider a mean top of canopy measurements 
with an associated standard deviation that accounts for peaks and the fall-off at the edge of crowns.  

 



 

Figure 18 Illustration of the species and layer-based classification potential of intensity values. Each colour represents 
returns from a different plot dominated by different constituent species. The three scatterplots show the discrimination 

based on different classes of return (Single – only one return; First – first of multiple returns; Last – last of multiple 
returns). From Morsdorf et al (2010) 

 

Figure 19 Small-footprint sampling issues. From Zimble et al (2003). 

Vertical structure: lidar pulses are extinguished by material that blocks their paths which can lead to 
a problem where there is material on that path beyond the extinguisher. The rate at which the light 



is extinguished relates to the amount of material in the path, its spatial organisation and its 
radiometric properties. It has been shown in various contexts (e.g. Disney et al 2010) that the 
vertical organisation of material impacts estimates of canopy height and on derived quantities, as 
seen in Figure 20. The vertical structure (the distribution of material vertically) will be a function of 
tree species and age, and is an important factor to consider when parameterising allometric 
relationships (Disney et al, 2010) that relate sensed quantities to useful metrics such as timber 
volume. An example of the effect that various distributions of canopy material can have on the 
retrieved waveform is shown in Figure 10. 

 

Figure 20 Impact of canopy structure on retrieved height values. From Disney et al (2010) 

Clumping: ‘clumping’ is the non-random distribution of elements in the forest, with the presence of 
an element making it more likely that other elements will be found nearby (see Figure 21). First 
order parameterisations of the forest environment tend to consider forests elements to be 
distributed randomly in space, and assuming that we are able to evenly sample the forest’s volume, 
clumping will tend to lead to underestimates of the amount of material in the forest. The clumping-
underestimation can lead to significant mis-calculations when derived characteristics are used in real 
applications. The degree of clumping in a tree is related to many different aspects such as the age 
and species of the tree, and is difficult to characterise, though necessary in order that it can be 
accounted for in calculations that are sensitive to parameters affected by it. One approach used by 
Lovell et al (2010) is to use the ‘clumping-index’: 

Ω =
ln[𝑃𝑚(𝜃)]
ln[𝑃𝑜(𝜃)]

 

where Pm(θ) is the measured gap fraction and Po(θ) is the imaginary gap fraction of a randomly 
organized crown of the same LAI. The index attempts to quantify the departure from randomness 
seen in a tree-crown, through the redistribution of crown material and the analysis of the change in 
signal, as seen in Figure 21. Clumping is an important aspect of the remote sensing of vegetation, 



and may be related to various useful features of the forest, in particular multiple-scattering 
behaviour.  

 

Figure 21 Clumped and random distributions of scattering elements (top two graphs) and effect of clumping on returned 
waveform (lower two graphs). From Moorthy et al (2010) 

Footprint size: the size of the lidar pulse’s projection onto the sensed surface is known as its 
footprint size. The footprint size is controlled by a range of different factors, including beam 
divergence, beam width, ground slope, and range/altitude. The influences of each of these factors 
are all heavily inter-related, and while simulations have been able to separate the effects, in reality 
this is rarely possible. The size of the footprint being used, along with the pulse length, will control 
the number of scattering elements encountered at any one time by the pulse’s wavefront, which 
affects the returned signal.  

Example retrieved waveforms for a small and large footprint pulse are given in Figure 22. As might 
be inferred from the figure, one benefit of using a wide footprint is that it is possible to assess the 
statistical properties of a whole tree (or stand) through the analysis of a single waveform, which may 
be of more use to large-scale monitoring needs than the increased detail of many small footprint 
samples which require more processing in order to assess large-scale parameters. Additionally, large 
footprint returns will sense the whole tree (the majority of the time) as well as all the gaps in the 
tree, and so are therefore much more likely to have a ground-return in dense cover than small-
footprint samples, though as was discussed above, larger footprints may have more problems with 
slopes than small footprint data do.  



 

Figure 22 Difference between retrieved waveforms for small (a) and large (b) lidar footprints. From Mallet and Bretar 
(2009) 

In general, waveform sensors tend to use larger footprints than discrete-return systems because of 
the aforementioned benefits, as well as improving the signal to noise ratio and being intrinsically 
better-suited to this form of data. With small footprint data, the number of returns for any given 
pulse tends to be quite low and tend to be sparsely distributed and therefore easily identifiable (i.e. 
the likelihood of overlap between pulses is low) meaning that the richness of waveform data is 
unnecessary and potentially wasteful. 

Multiple Scattering: multiple-scattering relates to the fact that backscattered energy can be 
returned to the sensor through an infinite number of different paths, a principle described 
schematically in Figure 23. It can cause problems in the interpretation of the lidar return signal, in 
particular with NIR wavelengths due to vegetation’s high reflectivity in the NIR band, as it can mask 
signals that follow any initial signal, and returning photons that have been scattered more than once 
tend to have different energetic characteristics, as well as uncertain origins. Figure 24 shows the 
simulated signal received with and without consideration of multiple-scattering, illustrating the need 
to control for it. Some recent developments in the field have shown that multiple-scattering may be 
related to an important class of characteristics known as ‘canopy spectral invariants’, which are 
wavelength independent (Lewis and Disney, 2007). 

Material occlusion: obfuscation presents a problem in how to deal with these gaps in the data - one 
approach is to reduce the number of occlusions by performing multiple scans from different 
perspectives, an alternative is to use the data that are available and infill the gaps using a statistical 
likelihood method. One method used in below-canopy methods is described by Lovell et al (2010), 
the method 



 

Figure 23 Explicative diagram of the principle underlying signal enhancement through multiple scattering4

 

. 

Figure 24 SLICER waveforms over a variety of forest types (black). The dashed blue lines indicate first-order scattered 
responses, with the red lines simulations including multiple scattering. The simulations were conducted with stochastic 

time-resolved radiative transfer methods. 

uses a description of the gap probability, and uses that in conjunction with assumptions about tree 
number density, effective occlusion diameter and mean tree diameter to predict how likely it is that 
an unobstructed view of a trunk will be obtained.  

                                                            
4 http://cybele.bu.edu/download/thdis/skotchen.PHD.ppt 
 



 

Figure 25 Number of trees detected by terrestrial waveform lidar measurements from a single scan position at two plot 
locations (a and b). Lovell et al (2010) 

Where trunks are partially occluded, conventional descriptions of the trunk shape or waveform will 
only partially correspond to the signal retrieved. Additionally, partially occluded shapes will have 
lower sampling than fully exposed shapes, making any inferences of presence (or in what the 
presence consists) less reliable. Lovell et al (2010) use an expectation of the edge’s signal specifically 
to identify trunks and this has shown some promise in improving detection rates, however it was still 
only able to detect 43% of the partially occluded trunks in the sample area. 

Signal Interpolation: lidar surveys are limited in the coverage that they can provide of large areas, 
due to power requirements, constraints on footprint size, scan angle and data handling capabilities. 
Incomplete sampling implies the need for inter- and extra-polation, meaning that without data for a 
particular area, we are forced to otherwise assess the likely values of extracted variables using the 
data for a small, hopefully representative sample of the area. This can be done solely from the lidar 
data through the extraction of the governing statistical regimes of the characteristics, as described 
above for occlusions, or alternatively it may be possible to calibrate the highly-accurate but poor-
coverage lidar data with more spatially extensive but not as information-rich imagery (e.g. high 
resolution optical images or radar data), using the lidar data to inform and improve our analysis and 
understanding of the imagery. Fusing different forms of data is not trivial, and doing so reliably 
requires a strong physical understanding of the influences of different sensor-target geometries, 
different sensor-sensitivities, and possibly differences in the datasets due to changes in the surface 
over time (if the data are not collected simultaneously). 

How best to use lidar data in this form is of considerable interest since prospective spaceborne 
sensors would collect data in narrow profiles and it has been difficult to illustrate the use of such an 
incomplete sampling regime of highly heterogeneous media from the point of view of a satellite 
observation system that attempts to provide global coverage.  

Section 5: Example Lidar Systems 

Section 5.1: Discrete-Return Systems 
As they are ideally suited to the study of urban scenes comprised of hard targets, there are many 
commercial laser scanners available commercially. They tend to be differentiated based upon their 
point spacing, point repetition frequency, range sensitivity, spot size, time-measurement principle, 



and the number of reported returns amongst other features. It is difficult to compare different 
scanners as the manufacturers do not report their specifications in a coherent way, with different 
specifications being used for different instruments. Many forestry studies use discrete-return 
systems, for example in the process of taking forest inventories in well-managed forests without 
significant amounts of understory (Maas et al, 2008).  

When combined with intensity information, discrete return lidar systems have been shown to have 
promise in being able to delineate vegetation strata based upon a combination of intensity and 
range information, as shown in Figure 18. 

One example of such a system is the Leica ALS50-II airborne laser scanner, which is available for use 
in Natural Environment Research Council (NERC) science through the Airborne Research and Survey 
Facility (ARSF5

 

). One example of the instrument’s application has been its utilisation for the 
measuring of canopy height models in the lowlands of Amazonia (Hill et al, 2011), with the resultant 
map shown in Figure 26. The instrument was flown at an average altitude of 1600 m. The system 
uses a 1064 nm wavelength laser and has a maximum pulse repetition frequency (PRF) of 200 kHz. 
For this acquisition, the PRF was set at 70 kHz, the scanner was operated in multi-pulse mode, the 
scan half-angle was 27 degrees and a 50% sidelap was acquired between flight lines. 291 million 
returns were recorded for the study area (with only 3.1% of returns coming from the ground), with 
an average density of 2.1 returns/m2. The nominal footprint size was 24 cm (Hill et al, 2011). 

Figure 26 Canopy height models of 2m resolution extracted from the Leica ALS50-II instrument in different types of 
Amazonian forests. From Hill et al (2011). 

Discrete-return lidar data are provided by a number of different institutions in the UK, with the 
Environment Agency’s Geomatics Group6

                                                            
5 http://arsf.nerc.ac.uk/instruments 

 being a major data provider to scientists through 
collaborative agreements. The EA’s coverage of the UK is shown in Figure 27. Various companies use 
and conduct lidar surveys in the UK, with infoterra, Figure 28, and Fugro NPA being some of the 
major players, although they tend to be more concerned with urban settings and producing 
elevation maps. The fact that many institutions and companies have access to lidar systems however 

6 http://www.geomatics-group.co.uk/GeoCMS/Homepage.aspx 



means that the data are available and will often contain (when so processed) information of 
relevance to forestry applications. 

 

Figure 27 Environment Agency's Lidar coverage at 1m (left) and 2m (right) resolution as of 20107

 

 

Figure 28 Example of a lidar height profile taken over a rainforest by infoterra8

Section 5.2: Waveform Systems 

. 

Waveform instruments have been used, at least at an experimental level, to assess forest stands 
since 1985 (Lim et al, 2003), and their importance has been growing ever since with improvements 
to the way in which the data are used and extracted, and technological breakthroughs that have 
allowed more efficient processing of the vast quantities of data that the systems produce. 

No instruments have as yet been launched into space that are of significant use for forestry 
applications at a global level, although some systems have been launched (generally termed ‘laser 
altimeters’ in this context) that contain some information about the terrestrial surface, although 
they tend to have far from optimal sampling characteristics. Various submissions to the major space 
agencies (ESA and NASA) have been made for vegetation-optimised lidar, such as the Vegetation 
Canopy Lidar (VCL) instrument, without success. Some of the difficulties are outlined in Section 5.4. 
Many of the submissions have been accompanied by experimental airborne instruments, such as 
Laser Vegetation Imaging Sensor (LVIS), that are designed to test and qualify the claims of the 

                                                            
7 http://www2.getmapping.com/Products/LiDAR 
8 http://www.infoterra.co.uk/pdfs/lidar.pdf 



mission proposals.  An overview of current above-canopy waveform instruments is given by (Mallet 
and Bretar, 2009) and are repeated here in Tables 1 and 2. 

Section 5.2.1: Above-Canopy 
Tables 1 and 2 give the names, operating modes and typical specifications of some of the waveform 
systems that were identified in review by Mallet & Bretar (2009): 

Table 1 Technical specifications of above-canopy waveform systems. From Mallet and Bretar (2009). 

 

Table 2 Main technical specifications for above-canopy waveform lidar systems. From Mallet and Bretar (2009). 

 

The most-commonly cited examples (Mallet and Bretar, 2009) of above-canopy waveform lidar 
instruments are the: Scanning Lidar Imager of Canopies by Echo Recovery (SLICER), LVIS, Multi-Beam 
Laser Altimeter (MBLA), and the Geoscience Laser Altimeter System (GLAS). A new development in 
the field is the development of a UV (355nm) canopy lidar, LAUVAC (Lidar Aéroporté Ultra Violet 
pour l’Atmosphére et la Canop de Forestiere) which has shows promise in its ability to use high 
energy pulses that are still eye-safe (Cuesta et al, 2010) for significantly improved signal to noise 
ratios, and the fact that it can be mounted on ultra-light airborne vehicles (Figure 29) for quick 
deployment. 



 

Figure 29 Example ultra-light aerial vehicle carrying UV lidar. From Cuesta et al (2010) 

The SLICER instrument is used in a configuration illustrated in Figure 30, with footprints of 
approximately 10m in diameter, and its data are available online9

One proposed instrument is NASA’s Deformation, Ecosystem Structure, and Dynamics of Ice 
(DESDynI) satellite

. An example of the retrieved 
waveform from the SLICER instrument is given in Figure 7. Due to its large FOV, SLICER waveforms 
are susceptible to issues relating to multiple-scattering as were discussed in Section 4.2.  

10, which would include a multi-beam 1064nm 25m footprint lidar11 capable of 
detailed canopy height measurements in conjunction with a L-band Synthetic Aperture RADAR (SAR). 
A description of the sampling concept is given in Figure 30. The instrument is being considered for a 
tentative launch in 2017. Additionally a number of lidar instruments designed for the sensing of the 
atmosphere using differential absorption are being considered for launch, such as the D/F Climate 
Mission12 which has been designed for methane assessment. The sensitivity of such instruments to 
biophysical parameters of vegetation have been verified by Disney et al (2009). One additional 
possibility is the Lidar Surface Topography (LIST) mission, though this would not be due for 
deployment until the year 203013

                                                            
9 http://denali.gsfc.nasa.gov/sla/slicer/slicer.html 

. 

10 http://desdyni.jpl.nasa.gov/mission/ 
11 http://desdyni.jpl.nasa.gov/files/DESDynIWG_lidarv5.pdf 
12 http://database.eohandbook.com/database/instrumentsummary.aspx?instrumentID=1590 
13 http://database.eohandbook.com/database/missionsummary.aspx?missionID=649 
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Figure 30 DESDynI measurement concept14

Section 5.2.2: Below-Canopy: 

. 

The hemispherical-scanning ground-based waveform lidar instrument, ECHIDNA, in development at 
CSIRO, Australia, (Strahler, 2008) is of great interest. Figure 31 shows an example dataset from the 
instrument from two different perspectives to give some indication of the wealth of information 
produced for that area. The instrument has been shown to be of use for the derivation of forest 
parameters such as DBH (diameter at breast height), stem counting and trunk lean and sweep (Lovell 
et al, 2010), with further developments likely upon further investigation. 

The commercially available Reigl VZ-400 provides perhaps the closest approximation to waveform 
functionality in the commercial market, providing a range of useful information (intensity, pulse-
width, and quality information) relating to the extracted pulses, though not the waveforms 
themselves (Gaulton et al, 2010).  

                                                            
14 http://desdyni.jpl.nasa.gov/files/DESDynIWG_lidarv5.pdf 
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Figure 31 ECHIDNA data from a single hemispherical terrestrial scan15

Multi-wavelength ground-based instruments are also being developed - e.g. the Salford Advanced 
Laser Canopy Analyser (Gaulton et al, 2010) - and are likely to provide useful information with 
respect to the classification of scattering elements, and more reliable ground-detection methods. 

 

One of the major applications of below-canopy lidars are that they are capable of producing three-
dimensional characterisations of canopy structure rapidly in a repeatable fashion without the 
saturation issues inherent in various passive remote sensing methods, and are therefore capable of 
validating above-canopy lidar data, a process which is otherwise unreliable, time-consuming and 
potentially destructive (Hancock, 2010). 

Section 5.3: Simulated Systems 
An alternative to using real lidar devices, such as those described in Sections 5.1 and 5.2, to 
investigate the relationship between lidar signals and biophysical forest parameters are simulation 
studies. Simulation studies use physically based models that describe the way in which radiation 
interacts with vegetation and the atmosphere to simulate the returns that would be returned by 
hypothetical lidar instruments. These simulators can be of great use in the instrument design 
process, allowing us to test theoretical capabilities without being constrained to current 
technological know-how; models can also help us in understanding various sensitivities that the 
instruments may have to biophysical parameters; simulations will also permit us to investigate how 
accurately the instruments are able to extract parameters; models can also be useful in providing a 
way in which to test our understanding of the physical processes by comparing the results from 
simulations to real signals.  

                                                            
15 D.L.B. Jupp, D. Culvenor, J. Lovell, G. Newnham, (2005) Measuring Canopy Structure and Forest Information 
using ECHIDNA® Ground Based LiDAR, presented at ISPMSRS Conference, Beijing, China, 17-19 October 2005. 
 



Simulated systems tend to have three aspects:  

• the construction and parameterisation of the scene itself (e.g. whether, and to what degree, 
the trees are implicitly or explicitly described) - the so-called ‘canopy reflectance model’ 

• the degree of detail in the way in which the interaction of the radiation with the scene is 
modelled (the ‘radiative transfer’ model) 

• how the model produces statistics – that is how the simulations are produced.  

Forms of canopy model include: very simple ones such as linear mixture models, in which the canopy 
is parameterised by its constituents (e.g. ground, bark, and foliage), each of which has a fixed and 
invariant reflectance; turbid-media models that describe the canopy implicitly through the definition 
of various statistical characteristics such as leaf angle distribution and vertical leaf number density; 
explicit models of the canopy in which the position of each leaf, branch and ground element is 
known exactly, with each component being described in great detail through the definition of a large 
number of parameters (such as reflectance, transmittance, absorpivity, angle, texture, number of 
layers, chemical constitution); and hybrid models in which the scene is only modelled explicitly in 
part, for example the Geometrical-Optical and Radiative Transfer (GORT) model (Ni et al, 1997) 
which explicitly model the location and shape of tree-crowns but use turbid-media models to 
describe within crown characteristics. An example of a highly detailed explicit canopy model is given 
in Figure 32. Other radiative transfer models include those described by Govaerts (1996), Lewis 
(1999), Sun and Ranson (2000), Ni-Meister et al., (2001) and Kotchenova et al. (2003). Studies using 
such models to understand LiDAR measurements include various University of London MSc 
theses161718

 

.  

Figure 32 Highly detailed librat explicit canopy model. From Disney et al (2010) 

One interesting development in this field has been the development of the ‘RAdiative Transfer 
Model Intercomparison’ (RAMI) exercise (Widlowski et al, 2007) which compares the performance of 
many different radiative transfer models in a variety of ways.  

                                                            
16 http://www.geog.ucl.ac.uk/~plewis/groberts/ 
 
17 http://www.geog.ucl.ac.uk/~plewis/uheyder/msc_heyder05.pdf 
18 http://www.geog.ucl.ac.uk/~plewis/kalogirou/msc2006.pdf 
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The definition of the radiative transfer process is quite involved and will not be described in detail 
here, though in principle radiative transfer is a (primarily) physically-based description of how 
radiant energy behaves and is distributed when it comes into contact with the scene’s elements, and 
will describe how various parameters (the biophysical properties) will affect the distribution and 
behaviour of the radiation. Much of the variance in the radiative-transfer models comes from how 
the radiation is treated (e.g. whether multiple-scattering is allowed, whether vector or scalar 
descriptions of the electro-magnetic radiation are used, whether interference and diffraction effects 
need to be considered). An alternative to the physically-rigorous radiative transfer approach is that 
of radiosity, which is used in the computer graphics industry to produce pseudo-realistic renditions 
of scenes through analyses of the paths of light coming from light sources of known location, this 
idea is illustrated below in Figure 33.  

 

Figure 33 The rendition of a scene lit by one light-source through a radiosity approach showing increasing orders of 
interaction (i.e. pass numbers)19

One of the most common ways in which the ‘measurement’ of an explicitly modelled environment 
can be made is through the use of ray-tracing. Ray-tracing is a practical way in which to find the 
solution of the mathematically complex radiative transfer models described above. Ray-tracers work 
by tracking the physical nature (e.g. its intensity, direction, polarisation) of a simulated signal (e.g. 
the emitted pulse from a lidar instrument) as it encounters various scene elements on its path. The 
radiative transfer models are used to describe how the physical properties of the signal are affected 
by these interactions, with the explicit canopy models being used to describe the points at which 
these interactions occur. Ray tracing can be a very costly computational activity, particularly where 
multiple-scattering is included, as each interaction with the scene will produce many new paths that 
must be traced in addition to the fact that the solution to the radiative transfer equations at each 
point can be a computationally costly exercise in and of itself which must be repeated thousands of 
times for each ray that is traced (as each scattering point produces a wide number of possible 
directions for the ray to follow on). In order to produce a robust measurement, it is necessary to 
‘sample’ many different rays, each with different emission angles. Every simulated angular sample 
will require hundredss or thousands of individual rays to be traced throughout the scene (the 
number will tend to relate to the size of the footprint and the FOV of the ‘detector’). There is a 
random process at the heart of the sampling process for these models, giving the field the name 
‘monte-carlo ray tracing’.  

. 

Alternative approaches to the generation of signals may include the linearization of the typically 
non-linear radiative transfer equations, or the simplification of such equations to a point at which 
they can be solved analytically – which can be useful as explicative/investigative tools, first-pass 

                                                            
19 http://en.wikipedia.org/wiki/Radiosity_(3D_computer_graphics) 
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validations of measured signals, and as simulators in situations where the necessary resources (e.g. 
time, processing power, situational complexity) for Monte-Carlo simulations are not available. 

Even considering their computational cost, monte-carlo methods are extremely useful tools for 
investigators to use and are available freely over the web (e.g. librat20

One point to consider when using these methods to simulate lidar data however is that they are 
fundamentally limited by the applicability (i.e. truth) of the models that are used to create them, and 
they can therefore be highly misleading if poorly constructed. Additionally, some of the major 
problems with the numerical methods mentioned here lie in formulating the problems such that the 
inversion (i.e. the estimation of biophysical parameters from the signal), such as that performed by 
Koetz et al (2006, 2007), is stable and practically possible. 

), and have been used 
extensively in the literature to test concepts, and to investigate various aspects of lidar surveys (e.g. 
Disney et al, 2010).  

Section 5.4: Space-borne Instrumentation 
Satellite observations of vegetation are of great interest to the global Earth observation community 
because of the important role of vegetation in a variety of globally important processes, such as the 
Carbon cycle. Currently, the technology that is available for monitoring vegetation from space is 
restricted to multi-spectral wide-swath medium/coarse resolution optical imaging systems such as 
SPOT-VGT and MODIS, multi-angle viewing systems such as MERIS and the now defunct POLDER 
series, long wavelength Synthetic Aperture Radar (SAR) such as PALSAR, and a handful of laser 
altimeters such as GLAS. Optical imaging systems tend to have limited application on their own in 
vegetation monitoring due to the saturation of their signal at low coverage (typically the signal’s 
sensitivity to vegetation will saturate at LAIs of around 5 when values of 10 are not uncommon, 
Hancock, 2010), and the insensitivity and complexity of the relationship between the signal and the 
critical biophysical parameters that are most useful when describing vegetation. While Bi-directional 
Reflectance data derived from multi-angle, wide-swath instruments and SAR instruments have 
shown some sensitivity to vegetation properties, the relationship is often complicated or difficult to 
interpret, leaving lidar as one of the most direct means of retrieving vegetation information. There 
are a number of issues with producing an operational spaceborne lidar which are discussed briefly 
below: 

• Signal to noise ratio – due to the large distances between the sensor and the ground, signal 
to noise ratios are of great concern especially when considered in light of the constraints 
placed on the laser’s power by power source availability, atmospheric attenuation, and eye-
safety. Laser altimeters have previously used a ‘stacked pulse’ approach for improving signal 
to noise ratios over the ocean and flat ground, but this method reduces signal resolution and 
does not work for mountainous ground. An investigation into SNRs for various vegetation 
types for the GLAS instrument was recently published by Miller et al (2011). 

• Pointing accuracy – the ability to determine pointing directions can be problematic from an 
accuracy point of view, especially considering the magnifying effect that the large altitude 
has. 

                                                            
20 http://www2.geog.ucl.ac.uk/~plewis/bpms/src/start/tests/lidar/lidar0.html 



• Power requirements – the power requirements for a spaceborne lidar will be high because 
of the need to produce powerful pulses, and this can be a prohibitive requirement for 
satellites that often need to have many different functions (to make them cost-effective for 
the launching agency) which all require space and weight on the launching platform. 

• Eye-safety – satellites are often visible in the night sky, and thus as an active sensing system, 
an emitted laser pulse that is not designed to be eye-safe could present a hazard to the 
night-gazing community, this restricts the power of the laser that can be used as well as its 
wavelength.  

• Atmospheric transmission – while wavelengths may be chosen that are relatively immune to 
the effects of most of the atmosphere, the atmosphere as viewed from space is a) a lot 
thicker, and b) filled with clouds, both of which can reduce the signal arriving at the ground. 
Of particular importance in this respect is the amount of water in the path’s column as water 
can dramatically increase path delays and complicate range determination. Clouds are a 
particularly big problem because of the narrow swath width of a lidar instrument and the 
resultantly poor probability of a lidar beam seeing the ground. 

• Coverage and orbital characteristics – lidar instruments tend to have very narrow footprints, 
and this means that if we want to map temporal dynamics on a relatively short-time scale, 
the instrument would be required to reduce its ground-coverage in order that repeat 
observations would be available frequently. This would put a great deal of importance on 
the interpolation methods used to map wider areas using the information from the lidar 
instrument. An alternative approach to the sampling would be to sacrifice temporal 
resolution for ground coverage. This approach however could result in adjacent swaths 
being measured at significantly different times of the year which would mean that they are 
not directly comparable due to the substantial phenological changes that would take place 
in the vegetation over that time. 

• Lifespan – the reliability of lidar instruments is questionable, due to the large number of 
pressures that are felt by active sensing instruments, in particular those that are reliant upon 
stable lasers (one of GLAS’s lasers failed shortly after being launched). There are additional 
liabilities inherent in using more mechanical systems such as scanning mirrors (e.g. the 
issues that were caused by a mechanical malfunction of a mirror component on the Landsat 
ETM-7 have caused significant issues for those attempting to use the data21

• Uncertainty issues – a number of uncertainties have dogged laser altimeters, including 
biases introduced by the pulse-emission system and atmospheric delays, which are all 
difficult, though solvable, issues to circumvent, and may be of less relevance to vegetation 
sensing than they are to topographic mapping.  

) that would be 
required for good coverage if significant interpolation were to be avoided. 

In spite of those issues, spaceborne lidar instruments would also have many advantages over current 
capabilities: 

• Active sensing – lidar is an active sensing system, meaning that data can be collected both 
day and night with operational consistency. 

• Atmospheric sensing – the use of lidar waveforms may allow for significant (though not 
opaque) clouds in the path to be ignored from the measurements due to their characteristic 
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ranges, which is not possible in non-ranged data such as optical imagery where thin clouds 
‘become’ part of the scene. 

• Data fusion possibilities – if the lidar were flown on an instrument that was simultaneously 
making observations of the ground in another form, then it may be possible to fuse the data 
from the two sensors together in order to augment the coverage of the lidar data, using 
calibration schemes to fuse the other form(s) of imagery to the quasi-direct parameter 
extractions from lidar. 

• Repeatable, reliable, non-saturated and sensitive observations of vegetation are not 
currently easily possible and this would present a unique opportunity for the earth 
observation community. 

Section 6: Information Extraction from Lidar Data 
As has been identified throughout this document, lidar data can contain valuable information about 
vegetation, and the challenges are encountered in finding methods to extract it, and in identifying 
the applications it can be used for. Table 3 describes some of the parameters that lidar data can be 
used to extract, and how those parameters can be related to the data themselves. Certain 
parameters, particularly those related to physical structure (e.g. height), are available directly from 
lidar data, some must be modelled using calibration of particular aspects of the lidar data, and for 
more distantly-related information (e.g. biodiversity, total biomass, tree-species), the lidar data must 
be augmented by other sensor’s information for it to be useful.  

Table 3 Forest characteristics and their relationship to lidar data. From Dubyah and Drake (2000) 

 

Many lidar surveys produce data that are more directly related to the true structure and functioning 
of the forest than the parameterisations proposed by conventional methodologies. In order to use 
lidar data more effectively, more complete ways of describing vegetation canopies can be 
considered (e.g. Lefsky et al, 1999). Conventional canopy measurement techniques however still 
important as they provide means of validation for the lidar data (though the lidar data may be more 
accurate than the measurements that its being compared to), as well as in feeding well-established 
parameters to other users for use in modelling exercises that are built to incorporate them – which 
is of particular importance for commercial applications and global environmental models.  

Some of the issues (by no means a comprehensive list) that face the data-interpreter in information 
extraction have been identified in Section 4.2; in this section we will describe the meaning of some 
of the parameters identified in Table 3, and give a brief overview of some of the methods that are 



used in order to achieve their extraction. Many of the definitions will be relevant only to particular 
scales of measurement (for example tree or stand), and various scaling issues must be taken into 
account when using them for descriptions at different scales. 

Section 6.1: Canopy/Tree Height 
Tree height is used extensively in allometric relationships, and is therefore one of the most 
frequently quoted statistics in the literature. It is generally understood to mean the height of the 
top-most component of the tree, although this definition varies with application, for example it may 
be of more interest to quote the mean height of the whole canopy instead. The height of the tree 
can be extracted directly from lidar range measurements of the top of the tree and the ground, 
assuming that such measurements are available (i.e. there are returns from the clear ground and the 
tree tops) and clearly distinguishable – which is often not true, a fact explored further in Section 4.2.  

The tree’s shape will impact upon the accuracy of its height determination, with conifer trees likely 
to have less well determined heights than broadleaf deciduous trees due to the higher relative 
proportion of material located near the top of the tree for broadleaf trees and the effect that this 
has on the returned energy.  

Lidar estimates of tree-height will almost always be under-estimates of the true height, and 
calibration factors should be used to correct for this systematic bias in the results, additionally 
averaging and selective criteria processing (e.g. selecting the highest 10% of returns) can help to 
alleviate this bias a little.  

Since waveform systems operate over larger footprints, there can be some difficulty in defining what 
is meant by tree height at such scales. One technique used by the GLAS (Lefsky et al, 2005) team is 
to use the top five tree heights of a plot (a common measurement in forestry) since this is what a 
large footprint lidar would see. In addition, if locational accuracy is only of the order of 5-10m, it can 
be difficult to identify particular trees for validation, so this is often carried out based on some local 
average (e.g. stand scale in plantations). For non-plantation  forests, particularly tropical rain  
forests, canopy  structure can  be very  complex  and  there can  be significant local variation  in  tree 
height. This causes another difficulty in validation. Further, since the instrument has to be sensitive 
to  very  low signals, there is some danger that the very  top  level response may  sometimes come 
from simply  a ‘stray twig’ sticking out of the top of the canopy, rather than being  representative of 
what someone on the ground would measure as tree height.  

Despite all of these complicating factors, under a wide range of circumstances, lidar can indeed 
provide almost direct measurements of tree or canopy heights. The vertical interception term is not 
of much direct use in its own right. 

Section 6.2: Canopy Vertical Distribution 
The canopy vertical distribution (aka Canopy Height Profile) describes the vertical distribution of 
matter in the canopy. There have been various attempts at deriving estimates of this from discrete 
return lidar, e.g. via simulating a waveform lidar from such data (Blair and Hofton, 1999), but this is 
clearly more readily approached using waveform lidar. The vertical distribution of the signal is not 
however directly that of the vegetation. In a plane parallel homogeneous canopy, for example, if 
only first order scattering were assumed, the lidar vertical profile would have an exponential form. 
To go from this signal to an estimate of the vertical distribution of phytoelements requires some 



form of model (making particular assumptions about the angular distribution and spatial 
organisation of the scatters). If the simplest assumptions are made, i.e. first-order scattering only 
with a uniformly random (spherical) angular distribution with no clumping (as is usually assumed) it 
is straightforward to calculate the required attenuation terms and transform the signal into an 
estimate of the vertical vegetation profile. 

Section 6.3: Canopy Cover 
Attempts have been made to measure canopy coverage (fraction of canopy cover) with spaceborne 
lidar. These methods try to compare ground reflectance to reflectance from the canopy (Lefsky et 
al., 2005). For coverage to be calculated by this method the reflectance of all materials involved, the 
leaf angle distribution and the topography must be known accurately as these will all impact upon 
the energy scattered back by the canopy and the ground. Often these variables are unknown and 
must be guessed at. An accurate idea of canopy characteristics cannot be found from this, but it 
could give an estimate in the absence of more accurate methods. 

Section 6.4: Tree Counting 
It is possible to delineate single trees from lidar data captured either above or below the canopy. 
Trunk identification in below canopy data is relatively easy if the trunks are visible. Methods tend to 
rely upon the trunks’ vertical continuity and their shape, where return intensity information is 
available, it can be used to improve the identification of partially occluded trunks (e.g. Lovell et al., in 
press). Some authors (e.g. Maas et al, 2008) use raster-based techniques on horizontal slices of the 
point clouds to identify clusters of points that follow regular patterns – see Figure 34. Typically, the 
problems that are encountered in such methods relate to insufficient sampling, shadowing and the 
presence of understory vegetation that interrupts the shapes. Delineation of crowns is a lot more 
difficult where there are relatively high tree densities since the crowns tend to be interleaved and 
the elements are smaller and sampling becomes too poor for spatial continuity (e.g. between twigs 
and leaves) to be tracked. 



 

Figure 34. Clustering procedure used to identify individual tree stems in a slice of discrete-return lidar point-cloud. From 
Maas et al., (2008). 

Single tree identification using above-canopy data is a little more complicated as the features are not 
as isolated as the trunks (see Figure 35), typically methods attempt to extract trees using maps of 
canopy height, exploiting the ‘dome-like’ (Figure 36) structural characteristic of crowns in some way. 
Friedlaender et al (2000) used small footprint discrete return lidar to make a crown map. The 
authors then gradually reduced the vertical resolution of the map in order to remove high-
frequency, low amplitude variations in height that occur in each crown and emphasise the lower 
frequency, higher amplitude variations that relate to the crown dome features. These features were 
then much easier to isolate using traditional image segmentation approaches. Brandtberg et al 
(2003) used a similar method of gradual coarsening of vertical resolution to find single trees in leaf-
off conditions. They combined the tree dimensions with bark reflectance to get fairly accurate 
species determination. Bark reflectance is coupled to many factors and needed careful calibration 
however. Popescu et al (2003) showed the importance of being able to identify individual crowns in 
the context of assessing tree volumes and biomass, the software used to do this is freely available22
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Figure 35. Lidar height data of a forested area, illustrating the difficulty of single-tree crown identification. From 
Brandtberg et al. (2003). 

 

Figure 36. 3D perspective view of the canopy height model for a pine forest in the Western US derived from discrete-
return lidar, showing the 'domed' character of the forest. From Popescu (2007). 

Yu et al (2004) used single-tree identifications derived from airborne lidar data in the automatic 
detection of harvested trees (see Figure 37) using a similar method to those before them. They 
identified that smaller trees were less likely to be segmented correctly than larger and higher trees 
were. 



 

Figure 37. An example of the automatic detection and location of harvested trees, (a) canopy height model of the 1998 
data, (b) canopy height model of the 2000 data, (c) difference image, (d) image after thresholding and filtering, (e) 

segmented image indicating individual harvested trees. From Yu et al. (2004). 

Section 7: Conclusions 
In this document we have reviewed the basis for lidar measurement and discussed the two main 
types of instrument that are currently used. There is great practical value in discrete return lidar 
systems, and these are widely found in operational service. For forestry applications, it is probably 
true to say that waveform lidar systems hold much greater potential for deriving information on the 
detail of canopy structures, and whilst a number of instruments have been around for some years, 
there are still relatively few such commercial systems. There are currently no spaceborne lidar 
systems designed to measure vegetation canopies, although there have been several attempts 
(based around the VCL) at achieving this. 

It is likely that waveform lidar technologies and algorithms will mature further in the next few years 
and that information extraction algorithms will develop to fully exploit the rich information content 
of such data. Such observations would appear to be relatively well-complemented by multi-angular, 
possibly hyperspectral, measurements, such as in the proposed Carbon-3D satellite. A fruitful 
avenue of research will be building consistent models that allow a physical basis for merging such 
data.  
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